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Background on
Bayesian learning



Bayes Theorem



Bayes Theorem



Bayesian Neural Networks



Bayes Theorem the standard MLE objective



Predictions in BNNs



Statistics of the predictive distribution in BNNs

In the same way we can get estimates of Variance, Skewness etc.



Why Bayesian? → Epistemic uncertainty

● uncertainty caused by not knowing enough yet

● can be reduced by getting more information or data



Why Bayesian? - Uncertainty decomposition



Epistemic uncertainty 



Motivation: 
Prior Biases, Calibration, OOD detection, Robustness



Overview of the Challenges



Interpretable Priors





Motivation: Standard Gaussian priors



Gaussian processes: 
smoothness and interpretability via kernel design



Pretraining of BNN priors using GP reference



BNN with pre-trained GP priors

M. Sendera*, A. Sorkhei, T. Kuśmierczyk*: Revisiting the Equivalence of Bayesian Neural Networks and Gaussian 
Processes: On the Importance of Learning Activations. UAI 2025.

Gaussian posterior



Synthetic data pre-training (for ICL): TabPFN

Create many synthetic datasets with the desired properties 

=> pre-train the model



Transfer of priors

Patryk Marszałek, Tomasz Kuśmierczyk*, Witold Wydmański, Jacek Tabor, Marek Śmieja*: ZEUS: Zero-shot 
Embeddings for Unsupervised Separation of Tabular Data. NeurIPS 2025



Efficient Posteriors 
for Bayesian Fine-tuning



Selected: Posterior learning challenges

❖ Scalability limits for deep architectures and large datasets 

due to high computational and memory cost.

❖ Intractable exact posterior; reliance on approximations

➢ even then costly



Fine-tuning of deep pre-trained models



Fine-tuning of deep pre-trained models



Learning in projected subspace

P. Marszałek*, K. Bałazy, J. Tabor, T. Kuśmierczyk*: Minimal Ranks, Maximum Confidence: Parameter-efficient 
Uncertainty Quantification for LoRA. EMNLP 2025



Learning in projected subspace (SVD-based variant)

P. Marszałek*, K. Bałazy, J. Tabor, T. Kuśmierczyk*: Minimal Ranks, Maximum Confidence: Parameter-efficient 
Uncertainty Quantification for LoRA. EMNLP 2025



Profit

P. Marszałek*, K. Bałazy, J. Tabor, T. Kuśmierczyk*: Minimal Ranks, Maximum Confidence: Parameter-efficient 
Uncertainty Quantification for LoRA. EMNLP 2025



Improved calibration

P. Marszałek*, K. Bałazy, J. Tabor, T. Kuśmierczyk*: Minimal Ranks, Maximum Confidence: Parameter-efficient 
Uncertainty Quantification for LoRA. EMNLP 2025



Improved OOD detection



Efficient Inference



Sampling cost



Predictive → Dirichlet distribution on outputs



Distillation objective 

Teacher samplesStudent output 
parameters

+ Early stopping on training data NLL
Lakshmana Sri Harsha Nemani, PK Srijith, Tomasz Kuśmierczyk: Efficient Uncertainty in LLMs through Evidential 
Knowledge Distillation. (submitted)



Performance does not drop
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Knowledge Distillation. (submitted)



Performance does not drop

Lakshmana Sri Harsha Nemani, PK Srijith, Tomasz Kuśmierczyk: Efficient Uncertainty in LLMs through Evidential 
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Questions?


